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1 About “DevOp(tion)s for Enterprises“ White Paper 
 
The term “DevOps” is credited to Schafer and Dubois, who first introduced it at an Agile conference in Canada in 
2008. As a developer and an administrator respectively, they both felt frustration at the divide between development 
and operations in agile initiatives. Though DevOps was born from the agile movement, software product companies 
have been embracing a DevOps style of working without needing to coin a term for it. “You build it, you run it” is the 
mantra that many of these companies have always lived by.  
 
The enterprise world is very different. Strict departmental segregations, high walls between teams, layers of project 
managers and endless governance processes make releasing a software in an enterprise a nightmare for any party 
involved. The situation is worsened by outsourcing initiatives where operations or application delivery or both are 
handed over to third-party suppliers. The walls become thicker and are additionally regulated by many legal contracts 
between enterprises and their suppliers.  
 
While enterprises are preoccupied with themselves trying to work around internal politics, young start-ups are 
sprinting forward taking a piece by piece of the enterprise cake. The retail industry has already suffered from these 
attacks with Uber taking over transportation industry, Airbnb accommodation industry etc. FinTech start-ups are the 
next big thing. Banks and insurance companies are already seeing a mass exodus of customers towards these young 
and agile players.  
 
Enterprises are big and slow but they need to evolve and run with the speed of start-ups.  Behaviours of new 
millennial customers are very different compared to traditional customers that these enterprises are founded upon.  
 
This paper is will provide guidance for large enterprises on the road to adopting DevOps.  
 
The scope of this paper is to explain what DevOps means for large enterprises, what are the common pitfalls and how 
to apply DevOps in different organisational structures. The paper also shows few practical implementations of 
DevOps tool chain.  
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2 DevOps 
 

2.1 Introduction 
 
A frequently asked DevOps question is: “How long would it take in your organisation to deploy a single line of code to 
production?” The time from deciding that a change needs to be made to having it in production is known as the cycle 
time. In large enterprises, the cycle time is measured in weeks or months and the release process is not repeatable or 
reliable. It is manual and often requires a team of people to deploy the software even into a testing or staging 
environment, let alone in production.   
 
Software releases in many companies is a manual process that could look something like this: 
1. Operation teams receive a request for new infrastructure and after a few days or weeks, servers are ready 
2. Third-party software that the application relies on is installed 
3. Security accounts provisioned and monitoring agents are installed 
4. The software package is copied to the production host environment, which typically contains at least instances 

for failover purposes 
5. One production instance is brought down 
6. Configuration environment is created via admin consoles of web servers, application servers and other third-

party components 
7. Database is restored 
8. Finally the application is restarted and production instance restored. 
9. The Second instance is brought down and step 2 is started again. 
 
This process is long and error prone. To be successfully completed, this process requires an extensive documentation 
that describes all the steps involved and requires reliance on manual testing to confirm that the application is running 
correctly. Usually all people involved in software development, testing and running, need to be available during the 
release time window which is usually over the weekends. 
 
Software release should be a low-risk, frequent, cheap, rapid and predictable process.  
 
To compete in the current market, enterprises must change and adapt to new customer demands for faster services, 
improved functionality and cost efficient solutions. These demands create pressure on enterprises to become flexible 
and agile.  

Organizations need to establish a bridge of communication between software development and operations, which 
have historically been separate functions.  

The software development life cycle needs to be broken from large projects into smaller deliverables and multiple 
deployments, which are easier to manage from design to deployment and operations. Iterative and frequent 
deployments move seamlessly from one life cycle to the next, until they are promoted to production with minimal 
risk of disruption. Small deployments are easier to debug along the development process, and they are stabilized 
after they are in operation.  

Instead of just handing deliverables at the end of each gate, teams need to collaborate and communicate 
continuously, rather than periodically. Repeatable processes need to be automated so that the human error is 
reduced. 

2.2 Automation 
 
Reducing cycle time is only possible with automation. Reaching the cycle time of hours or minutes can be achieved 
with a fully automated, repeatable, reliable process that is propagating changes through the stages of the delivery 
pipeline (build, deploy, test and release process) at a push of a button.  
 
This automated delivery process is often referred to as DevOps – Development and Operations working together 
seamlessly. The aim of DevOps is to make the delivery and maintenance of software an automated, reliable and 
visible process with well-defined, quantifiable risks. The aim of the automated delivery is to: 
1. Make every part of the process of building, deploying, testing and releasing software visible to everybody 
2. Improve feedback so that problems are identified and resolved as early in the process as possible 
3. Enable teams to deploy and release any version of software to support their product to any environment 

through a fully automated process 
4. Enable DevOps teams to live the “you build it, you run it” mantra successfully.  Solutions no longer go into 

“Business as Usual” state but rather are continuously maintained by the DevOps team. 
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DevOps is often mistaken for the “give developers rights to access production” approach. DevOps is not about giving a 
lone individual access to production, but rather a team of highly skilled individuals supported by the correct and 
continuously improving automation.  

Organisations should always know what is in production. Every change made to production should be recordable and 
auditable.  

It should not be possible to make any manual changes on testing, staging and production environments. The only 
way to make changes to these environments should be through an automated delivery process. All environments 
(testing and production) should be completely locked down. The operating model that most of today’s enterprises 
employ today is manual, error prone, slow, unreliable, not repeatable and not auditable. 
 
DevOps is about automated delivery while maintaining quality and governance.  This is only possible if the right tools 
are chosen to support relevant people and processes. It is essential that the tools and applications used to develop, 
test, deploy, monitor and manage applications all work seamlessly together. Even though tools play significant role in 
an effective DevOps environment, DevOps is not just about tools. 

DevOps is about changing the mindset and behavior so that everyone is on the same team working toward common 
goals and objectives. DevOps is about culture, where the focus is shifting from the traditional separation of duties 
where developers develop and operations operate. Everybody involved in the process of delivering software is 
involved in DevOps. That includes developers, testers, operations, security, database administrators, infrastructure 
specialists and managers. Even if they don’t work together on a day-to-day basis, it is essential that they meet 
frequently and work to improve the process of delivering software. A process based on continuous improvement is 
essential to the rapid delivery of quality software. The combination of cultural changes, information de-siloing and 
tooling is what enables an organization to recognize return of investment from DevOps. 

A successful DevOps implementation is a combination of people, culture, processes, tools and methodologies that 
reduce enterprise risk and cost, enable technology to change at the speed of the business, and improve overall 
quality. This requires management buy-in, a strategy that includes governance, risk management, security, 
compliance and assurance considerations, new metrics to measure performance and can involve organizational 
changes. Although IT organizations can benefit from the adoption of DevOps, the most important driver should be the 
benefit to business performance (productivity, market share, competitive advantage and innovation).  

2.3 Benefits 
 
Two main benefits that organisations can gain from adopting DevOps are in increased: 
1. Agility - organisations can deliver new products faster to the market 
2. Security – human touch is eliminated in dealing with productive applications and data 
 
Besides these two benefits, there are several other benefits that are achieved by adopting the techniques of 
automated build, test and deployment: 
1. Cost savings since less human power is needed to deploy software 
2. Ability to easily deploy any version of the software into any environment  
3. Ability to verify changes, to make the process reproducible  
4. Decrease opportunity for errors  
5. Increase team’s satisfaction by taking their focus away from the manual and routine processes to the more 

important high-value tasks like implementing new business features  
 

2.4 Do Enterprises Need DevOps? 
 
The answer is simple: absolutely! Any organisation that is managing software on their own (on-premise, off-premise, 
hybrid cloud or dedicated machines, VMs or base metal) needs to adopt DevOps practices to be agile in deploying 
new versions of those software solutions.  
 
DevOps is really an enterprise concern. Large enterprises have legacy software, legacy people, legacy processes, 
and legacy structures. These silos build up very quickly.  Large enterprises need DevOps practices more than the 
agile and lean web start-ups, that are typically single purpose organization without that legacy history. 
 
What is causing these silos in large enterprises? Silos are created in places where there is any kind of manual request 
queue. Usually it is a ticketing system. A common scenario would be like this:  

A request for a service is recorded in a ticketing system ->  
Somebody from supporting services gets the request off a ticketing system ->  
They read the request and have to interpret the question ->  
A request is usually not clearly defined so they have to ask some questions back ->  
The service team assigns the issue to an operations engineer -> 
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Who asks the developer, who may have inherited the application, some questions-> 
The operations engineer returns a response to the service desk -> 
The service team delivers something that may not be quite right to the requestor ->  
The requestor has to create another ticket. 

 
That process increases cycle time and creates bottlenecks. Bottlenecks can be also operations groups that are 
frequently outnumbered. There are frequently far more developers, more testers, managers and business folks, trying 
to get into those operational capabilities. The only solution is to turn these typical tasks and requests into self-service 
capabilities that the rest of the organization can pull as needed.  

Many organisations are running their operations with a degree of risk. Every change that is deployed to production 
is performed manually. Even if there is an auditable log of changes performed with each application upgrade, the 
process is not automated and therefore cannot be performed fast nor can it be rolled back easily in the case of 
error.  

Eliminate Key Person Dependency - In almost every application release there is a key person dependency (“a guy who 
knows”). Allowing individuals to install and run operations in production poses a high security risk. There is a person 
who has admin login and has access to production data. With automated delivery nobody should have a physical 
access to data.  
 
Lower the deployment risks – Once the process of automated deployment is in place, it creates a much faster release 
cycle. Instead of releasing code once or twice a year, the organization has the option of releasing multiple times per 
day. Every change is easier to roll back, easier to test — and if there’s a failure, easier to diagnose, because so little 
was actually changed. The organization may not want to release new code as frequently as multiple times per day, 
but what matters is that every piece of code that’s checked in is ready to deploy.  
 
Respond to market more quickly - Markets change all the time, regulations get modified, new products and 
propositions show up, new risks are being discovered etc. With faster cycle times, the organization can respond much 
more quickly to those changes.  
 
Have more productive people - Workplace satisfaction is important. There are just too many options out there for 
talented technology people; they don’t have to stick around if doing manual repetitive work is burning them out. 
With automated delivery technical teams can see their code being released to production quickly and they don’t need 
to stay over weekends and nights when the new release is being deployed to production.  
 
Just as there is potential risk associated with adopting DevOps, there is risk that comes with non-adoption as well. 
 
The primary risks of non-adoption would be: 

 Business Risk  
From a business point of view, a primary concern is the risk of decreased competitive advantage. An 
organization that is unable to leverage business value from DevOps is likely to be at disadvantage if 
competing organizations are able to do so successfully. 
 

• IT Risk 
Agile has been fundamental to IT for more than 15 years now. DevOps has become an evolutionary success 
of the Agile movement and is key for delivery methodologies such as Scrum to be successful.  Without 
DevOps the success of Scrum initiatives and their sprints will be limited. 
 

• Shadow Adoption  
The IT Risk will drive rapid shadow adoption. In any larger organization, there are areas where shadow use 
of any new technology can occur. This can arise as a result of deliberate or non-deliberate non-compliance 
on the part of individual technical teams. In an organization that has embraced DevOps centrally, there is an 
opportunity to standardize the selection and implementation of tools. Where adoption occurs in shadows, 
without central oversight and supervision, there is less standardization of processes and tools, and each 
instance of use is likely to require individual review from security teams to ensure that the use does not put 
the organization at risk. Public clouds like AWS, along with shadow IT, are pulling businesses away from 
internal IT departments. The time for fighting to retain control is gone. 
 
 

2.5 DevOps Adoption Challenges 
 
Traditionally software developers had a certain culture in the way they’ve worked which comes from the software 
package world: “We write software, we test our software and then we ship our software”. Once shipped, it is 
somebody else’s problem. And that somebody else is operations person on the other side that takes care of it. 
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Large enterprises typically operate a project driven culture. Software development teams implement a project, 
testers test it, operations deploy it and then the project goes into “Business as Usual”, where the solution is 
maintained by a different group.  DevOps requires the shift from project to product (or feature) management. Where 
the team that builds the IT asset is always responsible for continuously developing it and maintaining it.  The 
“Product” is not handed over to a different team to maintain. 

Development and operational mind-sets needs to change to realize that a whole enterprise is a product company. 
There is no separation of Dev and Ops, the job of an organisation as a whole is to efficiently manage its IT assets.  
 

Culture 
DevOps requires individuals who are willing to collaborate, share knowledge and be accountable. The shift in 
enterprise behavior should start by embracing IT as a business enabler. IT specialists (developers, QA, testing and IT 
operators) may resist change due to fear of being displaced. The most important culture factors to make DevOps 
teams successful are:  

• Trust and transparency 
• Accountability   
• Communication   
• Ability to learn from peers and teach team members   
• Cultural awareness and mutual recognition 

 
Creating a positive DevOps culture is an incremental process. The feedback cycle from operations back into the 
development will slowly change the organisation behaviour.  
 

Skills 
Ability to do a job does not guarantee that a person has the skills to create something sustainable. Many enterprises 
have acquired unmaintainable IT solutions that were created by people with good intentions who wrote unique 
scripts or created unique tools to address a particular issue. Processes and tools that do not comply with standards 
can result in IT waste. DevOps requires team members who are qualified to do the job in a sustainable way. The 
following skills are required for DevOps success:  

• Coding and scripting 
• Communication (verbal and written) 
• IT operators who understand development  
• Development professionals who understand IT operations 
• Product and time management  
• Process improvement skills  
• Proficiency with specific tools  

 

Security 

There is a belief that DevOps is not concerned with compliance or security. DevOps is equally concerned with security 
as the old traditional model. Because DevOps applies automation to the configuration process, security tools that 
validate configuration (e.g., vulnerability scanning tools such as Veracode) may need to be adjusted to accommodate 
DevOps.  For an organization specifically concerned with Security and its role in DevOps they should consider using 
DevSecOps approach. 
 
Security experts need to review the configuration of DevOps tools, since these tools should be the only one able to 
create environments and deploy applications. Security scanning tools should be triggered from these tools, during 
the Continuous Integration stage.  
 

Management Buy-in  
Management buy-in and sponsorship are critical for any project, especially projects that have the potential to 
transform multiple parts of the enterprise. Without C-level support it is impossible to transform the whole 
organization.  
 
In these cases, when C-level support is not there, shadow adoption of DevOps is likely to happen. Pockets of more 
advanced teams and individuals will be setting up parts of DevOps toolchain.  
 

Strategy Change 
Enterprises ready to adopt DevOps need to revise their enterprise strategy to include the activities, roles, 
responsibilities and policies that are needed to achieve the benefits by adopting DevOps. DevOps may not fit the 
existing governance model because some processes and standards may need to be adjusted to enable software 
development to move at the speed of the business.  
 
Understanding which applications are good candidates for DevOps is the first step. The next step is to adapt the 
governance model to establish DevOps objectives.  
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3 DevOps Stages 
 
DevOps is an iterative process that heavily relies on “learning by doing”. An organisation should not try to adopt 
DevOps way of working by introducing it in a big-bang approach. It’s a step-by-step process that at the end might 
differ among different organisations.  

However, the community of practitioners has recognized certain stages and the flow of DevOps as shown on the 
following diagram: 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

diagram 3.1 

 
The toolset for each of the stages will be shown in chapter 8 “Available Tooling”.  
A few words about each stage:  
 
Product Management 
 

 Requirement / Change Management 
A repository that keeps track of business (functional) and non-functional requirements. Preferably allows 
close integration with Issue Tracker and Source Code Management tools to keep cross-referencing easier.   
 

 Release Plan 
An evolving plan with a high-level overview of upcoming features and release dates.  
 

 Issue Tracker 
An issue or bug tracking system keeps record of all problems that developers/testers/users encountered 
while using the software. 
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 Knowledge Base 
A repository of useful information about team organisation, processes, best practices, glossary of terms, 
development tips, helpful hints etc. that encourages sharing and reusing of information among teams 
involved in software development.  

 

 Collaboration 
A tool that enables team members to interact between themselves (discussion forum, file sharing, chat, 
video conferencing etc.) in order to enable more efficient teamwork.  

 
Development 
 

 Source Code Management 
Version management of all the information needed to build an application (the entire application source 
code, build scripts, libraries and tests). 
 

 Configuration Management 
Version management of all the information needed to run an application (Web and Application Server 
configurations, Operating System settings, Database configuration etc.). 
 

 Environment Management 
Version management of all the information needed to re-create the testing and production environments 
that an application runs on (DNS and firewall configurations, Virtual Machines, Containers, Load Balancers, 
Security Zones etc.). 
 

 Data Management 
Version management of all the information needed to re-create the database (schema creation, data 
population scripts, creation of test data/data masking). 
 

 Documentation 
Version management of all the documentation that is needed for using/installing/developing an application 
(Installation Manuals, User Guides, Coding Conventions, Architecture Documentation, Decision Logs etc.). 

 
Integration 
 

 Automated Build 
A process of compiling latest version of an application code and creating executable binaries. It is triggered 
on every code commit to the source code versioning system.  

 

 Automated Testing 
A process of running code analysis (test coverage, code duplication, adherence to coding standards, 
cyclomatic complexity etc.), unit tests (testing smaller pieces of an application such as methods and 
functions), component tests (testing the several components of an application) and acceptance tests 
(testing functional requirements and non-functional requirements such as capacity, availability, security 
etc.).  
 

 Artifacts Repository 
A place where compiled binaries and generated reports (products of automated build and testing) are 
stored. 
 

 Manual User Acceptance Testing 
A process of testing released version of software in a production-like environment (UAT) for usability, look 
& feel and consistency.  

 
Deployment 
 

 Release Management 
Also known as “Release Automation” is the process of deploying packages that passed all automated build 
and test processes.  
 

 Infrastructure Provisioning 
A process of automatic creation of environments (stages) as per defined configuration scripts 
(Infrastructure-as-Code). 
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 Deployment Strategy 
Defines ways to deploy new release of software to production, without making impact on the system 
usability and availability. Two deployment strategies are widely accepted:  
 

i. Blue-Green Deployments  
It requires having two application stacks (one called blue 
and one green) behind the Load Balancer. When a new 
release is coming, first switch all incoming requests to one 
environment (for example Green) and in parallel upgrade 
the Blue environment. Then do the other way around, 
switch all requests to the Blue environment (that is now 
serving the release to the users) and upgrade the old Green 
environment to the new version.  

 
 

ii. Canary Releasing  
Releasing a new feature only to a small set of users. On a 
Load Balancer level it is now possible to identify which users 
can get access to that new release with the new feature 
(based on geographic location or some other criteria). If the 
new feature proves to be working well, it can then be 
released all users. 

 
 
 
Monitoring 
 

 Infrastructure Monitoring 
Infrastructure monitoring tools enable the collection and analysis of data on testing and production 
environments.  

 Application Monitoring 
Application monitoring collects useful runtime information about behaviour of a system (utilization of CPU, 
memory, disk, network activity etc.) running in test/production environment.   
 

 Automated Corrective Measures 
Public and private clouds have the ability to automatically scale up the infrastructure (horizontal scaling) in 
case of increased load on the servers as well as scaling it down when the load decreases.   
 

 Notifications 
A feedback system that notifies DevOps teams when defined metrics are reached.  

 
 
Some of the steps above maybe capabilities enabled in the organizations cloud service model (i.e. deployment and 
configuration tooling). Organisations mostly have Continuous Integration implemented for their development teams. 
This is the process that is being triggered on every commit to a source control system and are able to get the quick 
feedback if their latest commit broke a build. Continuous Deployment is less common due to the organisation silos, 
third-party vendor involvement, rigid processes etc.  
 
The Feedback needs a special attention. This step cannot be covered just with tools as it is related to changing an 
organisation behaviour and culture. To be able to fully embrace DevOps, organisations need to remove the 
segregation between internal silos and move to a collaborative model where teams and individuals work together to 
achieve better results faster. Some steps in producing a culture of continuous improvements would involve code & 
architectural reviews, feedbacks from all teams, post-mortems on failed deployments etc.  
 
The traditional departmental roles introduce unnecessary bureaucracy and result in bottlenecks and finger pointing.  
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The following diagram shows how deployments are usually being done in enterprises today: 

 

 

 

 

 

 

 

 

 

diagram 3.2 

 

Development and Operations team are working in isolation. Some more advanced teams have their part of stack fully 
automated but only up to the point of deployment to the environments. Operations teams might have automation in 
place or not, but only from the point when the builds are manually received from Development teams. In between 
these two are security officers, internationally distributed teams, coordination sessions and endless meetings that 
create heap of installation documents, admin guides, operations and monitoring instructions etc. Even if 
development and operations processes are automated, this manual handover process in between is what increases 
cycle time to weeks and months Lack of feedback and blame culture is preventing teams learning from their mistakes 
and to improve the overall deployment process.  
 
The virtual wall between development and operation teams in companies is getting are even thicker with all the 
change and release management meetings. Raising change requests to make even the smallest modification of the 
production system is a long and inefficient process. By adopting DevOps, many of these processes can become 
redundant.  
 
There are also other cultural shifts that need to occur for an organisation on the journey to successful adoption of 
DevOps. Shifting from a fear of failure to a culture that rewards initiative and innovation. Shifting from a focus on 
technology to a focus to customer experience and satisfaction. Shifting from a heap of meaningless data to valuable 
business insights and actionable intelligence. Finally, shifting away from internal politics and the culture of protecting 
“my area” to the culture of “our area” for the greater benefit of the whole organisation. 
 
The following chapters describe logical and physical reference architectures for DevOps and present a few options on 
how DevOps can be introduced in organisations.  
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4 DevOps Logical Architecture 
 
How does the end-to-end process chain looks like in DevOps? The following diagram is describing the activity flow 
that aligns with the DevOps stages diagram described in the previous chapter.  
 
 
 
 
 
 
 
 
 
 

  

 
 
 
 
 
 
 

diagram 4.1 
 
 
Let’s go through each of the stages and provide some more explanation on what is actually happening within and 
between boundaries. 
 

 

In DevOps there is a movement away from the classic Project Management role and function and 
project team role and function.   For the DevOps team to continuously build, maintain and evolve their 
product they need the capabilities to describe and manage features. There needs to be a place when 
requirements are being managed (stories, backlog, kanban boards), where there is list of scheduled 
releases and where different teams can collaborate, report bugs or exchange knowledge.  
 
 This stage is not one off. This stage is a starting but also a recurring piece of DevOps activities. This is 
where the feedback from later stages is documented. This is where the cultural change is happening.  
 
 

 
 
The development stage is where the software is being 
built. One or more teams working on their daily tasks, 
testing their work locally (on a local environment setup on 
their laptops) and committing changes to a version 
control system once they have finish the task.  
 
Development stage is usually the most advanced in the 
whole DevOps chain as developers by nature are agile, 
self-organized, collaborative and tool-oriented. However, 
certain practices of well-managed development teams 
need to be followed as well.  
 
Everything that developers touch, must be versioned – 
their code, build scripts, configuration files, database 
scripts, documentation, environment setups etc. Anything 
that can be changed needs to be versioned for audit and 
reproducibility purposes. Development teams can push 
their changes into one of more repositories, which more 
depend on their internal organisation. It is important that 
all the code that is needed to install and run a software is 
versioned somewhere.   
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Anytime a developer commits some code changes in a versioning system, the 
Integration stage of DevOps is triggered. Integration stage contains a Continuous 
Integration Server, an Artifacts Repository and an Acceptance Environment.  
 
Continuous Integration (CI) Server is triggered with the latest commit and it takes the 
whole trunk of the source code. Then it starts several processes: first it builds the code 
(by issuing a command line call to build tools). If the build was successful, it runs tests 
on a source code (unit tests, code coverage, coding conventions, code analysis and 
architecture analysis). If all tests pass, then the CI server installs the application to the 
Acceptance Environment (e.g. by creating container images). The Acceptance 
Environment can be a scaled down version of Production environment, but preferably 
it is the same. It can contain virtual machines environment or Linux containers or even 
physical servers. On the Acceptance Environment are only automated regression 
(integration) and functional tests executed.  
 
It is important to optimize the execution of build and test scripts so that the CI server 
finishes its job as soon as possible. Since the CI server is run after every commit, if the 
execution is slow, developers will be waiting too long for feedback. As a consequence, 

they will be making less frequent commits, which is not optimal for DevOps activities. Build and test scripts should be 
written in a way to run maximum 5 to 10 minutes.  
 
The output of this stage is twofold: if everything is executed properly, the compiled binaries and reports of tests 
execution are stored in the Artifacts Repository under a proper version number. If anything fails, a 
feedback/notification is sent back to development teams to make appropriate actions (e.g. fix application bugs or 
build scripts or tests etc.). 
 
 

 
The responsibility of the Deployment Stage is to push new 
functions to end users, by deploying packages from the 
Artifacts Repository to the Production.  There are two 
variations in this stage. More advanced variation includes 
automatic infrastructure provisioning. That means that each 
environment is recreated on every deployment by using 
environment creation scripts (Infrastructure as Code 
approach). The other variation is that environments are 
already created (Virtual Machines/Containers) and only new 
packages are pushed to these environments. Section 5.1 
discusses the impact the correct level of abstraction has on 
the DevOps team.  Depending on PaaS tooling selection this 
step could be abstracted from the DevOps team, allowing 
them to focus on optimizing applications rather than 
infrastructure and configuration tooling. 
 

 
It is important to indicate that the triggering of this stage can also be manual. That is not necessarily bad, as some 
approvals need to be obtained before pushing new functions to the end users. Testing Team can initiate creation of 
Capacity and UAT (User Acceptance Testing) environments in order to test load & performance and usability of the 
new functions. Once triggered, these tasks (load & performance and usability testing) can also be automated but 
often a human eye is needed before the final approval. A Release Manager usually wants to be the one to “push the 
button” and deploy new functions to the Production environment.  
 
As enterprises adopt DevOps they will be tempted to implement enterprise specific workarounds, a common one is 
the triggering of the final production deployment manually.  If at all possible, DevOps full automation to production is 
recommended. It is important that the deployment process is triggered in the same manner– getting a specific 
package from Artifacts Repository, optionally running infrastructure provisioning scripts, running package deployment 
scripts and finally executing configuration scripts. If the deployment is always executed in an automated fashion, then 
it is always auditable, secure and reliable. Also, if new features are not showing great results with users, a rollback to 
a previous version from Artifacts Repository can always be performed by following the same deployment procedure. 
At this stage it is important to configure deployment procedure to follow one of the deployment strategies: Blue-
Green deployment or Canary Releasing.   
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Finally, once the application/function is deployed it is important to monitor everything – how 
infrastructure is performing (CPU, memory, disks), what is happening on the network (latency, 
number of requests/responses) and how application is doing (logs).  
 
By looking at these metrics, automated corrective measures can be performed such as auto scaling 
(increasing a number of servers to server a higher load), notifications can be sent to 
operations/development teams about unexpected behaviours and business users can observe the 
behaviour of users and draw conclusions about impact of newly released functions.  
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5 DevOps Physical Architecture 
 
The previous section showed the building blocks (stages) of an automated delivery that is used to achieve DevOps 
way of working. In this section the focus will be on tools and physical elements that implement this functionality.  
 
As an example, the following implementations will be explained in more details: 

 Amazon Web Services Stack 

 Red Hat OpenShift Stack 

 Atlassian Stack 

 License-Free Stack 
 

There are many more combinations out there and the list in the “Available Tooling” section shows a vast number of 
tools that can be used to implement DevOps stages. Many tools try to provide DevOps out-of-the-box functionality by 
implementing both integration and deployment and provisioning functionality. Sometimes it is not possible to clearly 
differentiate boundaries of these tools. The DevOps tooling are constantly evolving and the available tools in 6 
months might look very different than they are today.  
 

5.1 DevOps and “as a Service” Solutions 
 
Physical DevOps deployments have a direct relationship to the infrastructure and cloud service model they are 
deployed on. 
 
Infrastructure as a Service 
Infrastructure as a Service, IaaS, provides compute resources (virtualized or bare metal) to the DevOps team. The IaaS 
cloud service model allows seamless provisioning of compute resources to the DevOps team via APIs. The monitoring 
and management of (virtual) machines, network, IP, firewalls, storage are abstracted from the organization.  The 
enterprise can purchase based on consumption, it removes the (infrastructure) single point of failure risk and enables 
rapid scaling. 
 
Using an IaaS stack, all elements of the DevOps tool chain need to be considered and implemented.  A high technical 
capability on infrastructure elements should be maintained in the team.  The DevOps team needs to have high 
proficiency in configuration management tooling, such as Chef and Puppet, to do Infrastructure as Code. 
 
There are many IaaS based solutions on the market. Here are a few of the major players to consider: 
 

IaaS Description 

 

Amazon Web Services is a mature cloud solution with over 70 managed services 
offerings. An AWS use case for DevOps is examined in section 5.2. 

 

Google Cloud Platform, a cloud solution based on future-proof infrastructure managed 
by Google. Similar service offerings like AWS. 

 

 
Cisco Metapod is a production-ready, OpenStack-based, on-premises solution that 
manages engineering, deployment, and remote operations 24x7x365 on behalf of 
enterprises. 

 

Microsoft Azure s a cloud computing platform and infrastructure created by Microsoft 
for building, deploying, and managing applications and services through a global 
network of Microsoft-managed data centers. 
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Platform as a Service 
 
Platform as a Service, PaaS, is perhaps the most interesting (from a DevOps perspective) of the 3 service models.  
PaaS provides a framework to the DevOps team to develop on. Infrastructure and a technology framework are 
provisioned to the team. The DevOps team can focus on application development and promotion of the solution 
through stages (dev, uat, prod).  The DevOps team does not need to concern itself with infrastructure level 
knowledge or configuration management tooling (e.g. Chef, Puppet).   
 
With PaaS maturing, the role of configuration management tools such as Chef and Puppet become redundant. The 
DevOps team does not need to concern itself with infrastructure level knowledge or management; the complete team 
can focus on the building and running of the application. The PaaS-DevOps combination is, arguably, the correct level 
of abstraction and standardization needed to reduce complexity, enable velocity and create that much striven for 
DevOps culture.  The relationship between PaaS and DevOps lends itself well to the addition of Microservices (section 
7) for application development making the relationship between developers and operations even more seamless. 
 
As an example, the OpenShift PaaS plus Kubernetes allows the DevOps team to deal with application level constructs 
as oppose to infrastructure level constructs. They do not configure load balancers, rather routes or services, this 
releases the team member from infrastructure level responsibilities.  It also enables new tools and capabilities that 
work on that abstraction. Microservices require the management, scaling and deployment of a huge amount of 
components. This is much easier to do on the correct abstraction level – enabling Microservice architectures to 
exponentially scale.   
 
A modern PaaS moves the concern from Infrastructure as Code to the correct application abstraction level.  The 
DevOps team member can express how the application scales, deployment topology, what resources the application 
requires and how it should relate to other services. 
 
Some industry PaaS examples to consider: 
 

PaaS Description 

 

CloudFoundry is the original open source PaaS, major industry players have been contributors, 
including: VMware, HP, Pivotal, GE, IBM, IBM, SAP, EMC₂  

 

OpenShift Enterprise by RedHat supports development, hosting and applications scaling in a 
cloud environment off- or on-premise. Based on top of Docker containers and the Kubernetes 
cluster container manager. More about OpenShift in section 5.3. 

 

 
Apprenda PaaS for off- or on-premise with the good hybrid cloud support. Can be deployed on 
existing infrastructure enabling users to remove hypervisor to improve performance. Recent 
support for Kubernetes added. 
 

 

Pivotal is based on CloudFoundry, the original open source PaaS. They have built enterprise 
features around CloudFoundry creating their own proprietary PaaS solution. 
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Software as a Service 

 
Software as a Service, SaaS, is where the application and all underlying technology and software (front end 
development, application, middleware, data, databases, OS, machines, network) is fully managed offsite.  Application 
changes are managed via a web front end. Product installations, license fees, upgrades and even the actual 
technology type (vendors and languages) are abstracted from the organization.   
 
SaaS solutions require a very low DevOps footprint, as the creation of new features is fully owned by the SaaS 
providers. That said, it would serve the enterprise well to use good issue tracking, product management and 
collaboration tools to manage the pipeline of requirements the business may have to request new features and 
changes. 
 
These are typical SaaS that are seen in large organizations: 
 

SaaS Description 

 

Salesforce is considered the SaaS founder. Provides CRM and case management functionality to 
Enterprises. 

 

Workday is an online service for financial management, human capital management and cloud 
integration applications. 
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5.2 Amazon Web Services Stack 
 
Enterprises should not own infrastructure and platform solutions but should use them as a managed service. Building 
in-house competencies (infrastructure, applications specialists, operations) in all domains does not give them a 
competitive advantage, as these are not differentiators for end users. They are just services. True differentiators 
should be products and data.  
 
Working with today’s cloud providers is probably the only way to achieve 100% automated delivery. With cloud 
offerings today enterprises are not bothered with managing hardware, buying software licenses or capacity 
management.  
 
The full enterprise needs are just few API-calls away.  
 
Still, there are several reasons why companies decide to stay in dedicated data centres: 

1. Regulations requiring that companies “own and manage” their data themselves  
2. Very restrictive existing supplier arrangements and contracts that prevent companies to move to some 

other solution 
3. Geographical or national preferences – “we want to use them as they are in the same city like us”  
4. Organisations simply don’t want to – there is no management buy-in or CTO’s are having lack of information 

about benefits of cloud.  
 
There are many cloud players out there such as Amazon web Services, Microsoft Azure, Google Cloud, IBM, Rackspace 
and Oracle. The DevOps setup in this example cloud setup will focus Amazon Web Services (AWS) since AWS is a very 
mature cloud environment that offers many DevOps services to be used out of the box. Other cloud providers also 
offer similar set of capabilities.  
 
It is important to mention that all of the services shown in the following diagram can be integrated with other non-
AWS services as well. Some of them, such as CodePipeline, actually require other tools (like Jenkins) to be used.  
Virtual Machines and Linux Container sections are presented with only two icons – Amazon EC2 and Amazon ECS. This 
was done only for diagram simplicity purposes. In real world deployments, in testing and productive environments 
there would many other services present such as databases (RDS, Aurora, DynamoDB), load balancers (ELB), routers 
(Route53), storages (S3, EBS), analytics (RedShift) and many more. 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

diagram 5.2 

 
The diagram shows how PaaS cloud services from Amazon can be used to implement full end-to-end DevOps chain. 
Some of the services shown are competing – CloudFormation or OpsWorks are doing the same task of infrastructure 
provisioning, also CodeDeploy and Beanstalk are used for deploying applications. In reality, one of these should be 
chosen, depending on the needs. Each service has some “sweet spots” that are differentiating them from the others.  
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Services shown on the diagram are described in more details here:  
 

Services Description 

 

 

 

 

 

A set of SDKs (Software Development Kits) for popular languages, IDE Toolkits (plugins for Integrated 
Development Environments) and CLI (Command Line Interface) tools.  

 

 

AWS CodeCommit is a highly available and highly scalable managed source-control service that hosts private Git 
repositories. 

 

 
AWS CodePipeline is a continuous delivery and release automation service for rapidly releasing new features to 
users. With AWS CodePipeline, teams can design their development workflow for checking in code, building the 
code, deploying applications into staging, testing it, and releasing it to production. 
 

 

 
Amazon Simple Storage Service (Amazon S3), provides developers and IT teams with secure, durable, highly-
scalable cloud storage. 
 

 

 
Amazon Elastic Compute Cloud (Amazon EC2) is a web service that provides resizable compute capacity in the 
cloud. It is a virtual server hosting service that provides virtual machines of different capacity on demand.  
 

 

 
Amazon EC2 Container Service is a highly scalable, high performance container management service that makes it 
easy to run, stop, and manage Docker containers on a cluster of Amazon EC2 instances.  
 

 

Amazon SNS is a notification service that can deliver messages via different channels (email, sms, http endpoints 
etc.). 

 

 
AWS CloudFormation provides the sysadmin, network architect, and other IT personnel the ability to provision 
and manage stacks of AWS resources based on templates that are created to model infrastructure architecture.  
 

 

 
AWS OpsWorks is an application-management service that makes it easy for both developers and operations 
personnel to deploy and operate applications of all shapes and sizes. 
 

 
AWS CodeDeploy is a service that coordinates application deployments across Amazon EC2 instances. 

 

 
AWS Elastic Beanstalk is the fastest and simplest way to get an application up and running on AWS. It is perfect 
for developers who want to deploy code and not worry about managing the underlying infrastructure. 
 

 

 
Amazon CloudWatch is a monitoring service for AWS cloud resources and the applications that are running on 
AWS. Amazon CloudWatch can be used to collect and track metrics, collect and monitor log files, set alarms, and 
automatically react to changes in AWS resources. 
 

 

 
AWS CloudTrail is a web service that records AWS API calls and delivers log files. The recorded information 
includes the identity of the API caller, the time of the API call, the source IP address of the API caller, the request 
parameters, and the response elements returned by the AWS service. 
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5.3 Red Hat OpenShift Stack 
 
OpenShift is Red Hat’s Platform as a Service (PaaS) offering, allowing the DevOps team to quickly develop, host and 
scale applications in a cloud environment. OpenShift has various offering permutations including on-line, on premise 
and open source project options. 
 
The open source and enterprise OpenShift PaaS supports the DevOps team to enable infrastructure automation, 
middleware platform automation and application life cycle automation.  Both enable standardized operating 
environments, configuration as code, self-provisioning, continuous integration, dynamic environments, resource 
optimization and auto-scaling. The difference between the enterprise and open source offering is related to support 
rather than product functionality. 
 
The PaaS can run on bare metal, virtualization, on premise, off premise. OpenShift leverages the Kubernetes concept 
of a Pod, which is one or more containers deployed together on one host, and the smallest compute unit that can be 
defined, deployed and managed. The DevOps team is exposed to “Pods”, Docker images, and has no concern with 
infrastructure. 
 
OpenShift uses Kubernetes constructs to do application provisioning and release management through the required 
stages. OpenShift provisions pods (Docker images), routes (exposing a service to the external world), services (logical 
APIs/Web Application/functions served by a series of containers), secrets, deployment definitions.  With the ability to 
deploy so many services, application monitoring is key and is performed by Hawkular.  Services can be deployed over 
many containers all of which produce logs locally.  These logs can be managed centrally by OpenShift using 
ElasticSearch.  
 
OpenShift provides an enterprise enhancement to the Docker/Kubernetes relationship.  Using Image Streams  
OpenShift enables Docker image lifecycle management, package infrastructure dependencies such as  operating 
system components and application dependencies of the Docker image.   An image stream comprises of one or more 
Docker images identified by tags.  It presents a single virtual view of related images, similar to a Docker image 
repository.   OpenShift, helps to automates the life cycle of the image if the base image changes.  OpenShift 
components such as builds and deployments can watch an image stream to receive notifications when new images 
are added and react automatically by performing a build or a deployment. 
 
 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

diagram 5.3 
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Tools shown on the diagram are described in more details here: 
 

Tools Description 

 

 
OpenShift Enterprise is Red Hat's container application platform, designed to build, deploy, and run any 
workload on any infrastructure, public or private. OpenShift is a layered system designed to expose 
underlying Docker and Kubernetes concepts as accurately as possible, with a focus on easy composition of 
applications by a developer. 
 

 

Kubernetes is an open-source system for automating deployment, operations, and scaling of containerized 
applications. It groups containers that make up an application into logical units for easy management and 
discovery. Kubernetes builds upon a decade and a half of experience of running production workloads at 
Google, combined with best-of-breed ideas and practices from the community. 

 

 
Hawkular is an open source monitoring solution sponsored by Red Hat. The monitoring services provided by 
Hawkular are being adopted by different Red Hat projects and central to the Middleware management 
solution built on top. 
 

 

 
Nexus Repository Provide development teams with a single source of truth for every type of component they 
need. 
 

 

 
Docker allows packaging of an application with all of its dependencies into a standardized unit for software 
development. Docker containers wrap up a piece of software in a complete file system that contains 
everything it needs to run: code, runtime, system tools, system libraries – anything that can be installed on a 
server. This guarantees that it will always run the same, regardless of the environment it is running in. 
 

Information about Atlassian tools, Eclipse, Vagrant, Jenkins and GitHub are found in the following two chapters.  
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5.4 Atlassian Stack  
 
Atlassian is a well-known vendor that specializes in software tools for teams. While not open source they have a 
scalable low cost model, which allows teams to start small with their DevOps stack and scale quickly.  Atlassian have 
been around since the dawn of the Agile movement and are famous for their mature toolset that enables Scrum and 
agile teams to be successful. Atlassian have continuously extended their product suite and now also provide tools for 
continuous integration, development and deployment processes.  Perhaps more than any other vendor they capture 
the philosophy and culture of DevOps, they have encouraged behavioural change in teams well before the DevOps 
term was coined and while they are not open source they have an active and open community across PMs, 
Developers and System administrators. 
 
As well as being a continuous integration, deployment and delivery tool in its own right, Atlassian Bamboo supports a 
wide set of plugins to integrate with other tools that dominate these spaces such as Chef, Puppet etc. and has mature 
integration with PaaS solutions such as Cloud Foundry, Apprenda and Deis. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

diagram 5.4 
 
Tools shown on the diagram are described in more details here: 
 

Tools Description 

 
JIRA Software is a project management tool for agile teams where they can plan, track, and release software. 

 JIRA Service Desk is an easy way to ask for help and resolve incidents. 

 HipChat is a free private chat service for teams, supporting group chat rooms, video chats, and more. 

 
Confluence is a popular collaboration tool that helps organizing work, creating documents, and discussing 
everything in one place. 

 

JIRA Core is used to manage any business project including marketing campaigns, HR onboarding, approvals 
and legal document reviews. 

 Bitbucket is a managed Git repository. 

 SourceTree is a free Git and Mercurial desktop client for Mac and Windows. 

 Continuous integration, deployment, and release management. 

 Test optimization to make tests run faster and fail more quickly. 

 Find bugs and improve code quality through peer code review. 
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5.5 License-Free Stack 
 
Not every organisation has a luxury of moving to cloud. In case when they operate they own data centre, there are 
tools that need to be installed on-premise in order to support DevOps. This section is focusing on toolset that comes 
with a free license, meaning they can be used without any cost within some free plan. Free plans usually provide all of 
the functionality but to a limited user base (as it is the case with Mingle tool for example). 
 
However, it is important to mention that installing, configuring and operating these tools is not a trivial job. It requires 
special scripting skills and knowledge of several languages (e.g. Python, Ruby, JavaScript or a proprietary Domain-
Specific-Language).  
 
The toolset shown on the next diagram is not selected just because it comes with no cost but also as it is the common 
and widely used toolset in DevOps chain. The community adoption, documentation and support are vast.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
diagram 5.2 

 
Tools shown on the diagram are described in more details here: 
 

Tools Description 

 

 
Mingle is a web-based agile project management and collaboration tool that provides a combined workplace 
for the entire team, keeping them on top of growing business demands. It is versatile and can be modified 
according to the team, work and the project. Mingle is a simple and powerful tool that has been developed, 
based on the experience of ThoughtWorks in pioneering Agile delivery. 
 

 

 
Targetprocess gives the visibility and transparency needed across an organization. From Kanban and Scrum 
to almost any operational process, Targetprocess flexibly adapts to any management approach and 
organizational structure. 
 

 

 
Eclipse is famous Java Integrated Development Environment (IDE), but can be used other languages as well.  
 

 

Vagrant is a tool for building complete development environments. 

 

 
GitHub is a Git repository hosting service, but it adds many of its own features. While Git is a command line 
tool, GitHub provides a Web-based graphical interface. It also provides access control and several 
collaboration features, such as a wikis and basic task management tools for every project. 
 

 

The leading open source automation server, Jenkins provides hundreds of plugins to support building, 
deploying and automating any project. 

 
Packer is a tool for creating machine and container images for multiple platforms from a single source 
configuration. 
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Apache Archiva is extensible repository management software that helps taking care of enterprise-wide 
build artifact repository. 

 

 
Slack is a collaboration tool that provides connectors to many tools. It can be setup to get all notifications 
directly within Slack—from support requests, code check-ins, and error logs to sales leads—all of them 
searchable in one central archive. 
 

 

 

Ansible is a complete automation tool that seamlessly unites workflow orchestration with 
configuration management, provisioning, and application deployment in one easy-to-use and 
deploy platform. 
 

 

Terraform provides a common configuration to launch infrastructure — from physical and virtual servers to 
email and DNS providers. Once launched, Terraform safely and efficiently changes infrastructure as the 
configuration is evolved. 

 

VMware vSphere Hypervisor is a free bare-metal hypervisor that virtualizes servers so that applications can 
be consolidated on less hardware. 

 

Docker allows packaging of an application with all of its dependencies into a standardized unit for software 
development. Docker containers wrap up a piece of software in a complete file system that contains 
everything it needs to run: code, runtime, system tools, system libraries – anything that can be installed on a 
server. This guarantees that it will always run the same, regardless of the environment it is running in. 

 

 
Zabbix is the ultimate enterprise-level software designed for real-time monitoring of millions of metrics 
collected from tens of thousands of servers, virtual machines and network devices. 
 

 

 
Application Performance Management is a technology solution that provides end-to-end business 
transaction-centric management of the most complex and distributed applications. 
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6 DevOp(tion)s for Enterprises 
 
As in any practice-oriented implementation, a clear picture of the current situation is important. Awareness of the 
current baseline and resulting challenges to the implementation are a prerequisite to successfully implement DevOps. 
 
Any initiative in an organisation can be classified as one of the following: 

 Greenfield – development of new functionality from scratch with no dependency to established systems 

 Brownfield – development of new functionality with dependencies to established systems 

 Legacy – extension or upgrade or customization of established systems 
 
Greenfield initiatives are the best candidates for introducing DevOps way of working. Brownfield and Legacy 
initiatives can present more problems implementing DevOps. It is also not advisable to try to implemented 
automated delivery on systems that are not changing that often, where development teams are long gone, where the 
investment in DevOps would outweigh business benefits or simply where systems are targeted for decommissioning 
in a near future.  
 
 
Best practices for DevOps 
 
There are certain practices that should be applied for all projects, no matter if they are Greenfield, Brownfield or 
Legacy. These practices are the first steps on the road to successful adoption of DevOps.  
 

 Use dashboards to promote communication 
Many of the tools used in Product Management section, include dashboards. These should be used as much 
as possible to communicate the state of the infrastructure, number and types of incidents, delivery process 
and other information that colleagues, both in IT and outside, can find beneficial.  
 

 Put everything into version control 
This is essential but also the easiest step towards adopting DevOps. Any code, any documentation, anything 
that is produced for a project, should be placed in a version control system. Tools along the DevOps stage 
chains, such as Continuous Integration Server, cannot work unless the work is stored in a version control 
system.  
 

 Get together 
Instead of developers crafting code and then sending it over the wall to IT operations to deploy, teams 
should get together and agree that creating, testing and deploying quality code is a shared responsibility: 
that everyone is on the same team, and that the goals of the business are shared goals.  
 

 Institute blameless postmortems 
DevOps needs a culture that encourages and supports people when they bring bad news. Learning from 
failures and making sure the same failures don’t appear again should be the goal of any DevOps team.  

 
Greenfield 
 
Greenfield initiatives are the right candidates to start introducing DevOps into an organization. A step-by-step 
approach should be applied. Each step brings new learning and improves the overall process. Not all the steps that 
will be listed here should be adopted as-is. Tailoring and modifications will be needed depending on the 
organization’s maturity and structure. While going through the adoption steps, it is important never to lose sight on 
the end goal that the organization is trying to reach – “delivering business values faster by faster time to market”.  
 

1. Identify a pilot 
Greenfield projects can be huge and might not be wise to try to introduce a new activity such as automated 
delivery to the whole project. Setting up DevOps for the first time is a big unknown for all parties involved, 
which can only add to the overall stress and confusion that is present when new big initiatives are starting. 
It’s a safer option to identify a smaller part of the overall project where there is some extra room for 
experimenting. Try applying the subsequent steps to that sub-project only. Once the deployment processes 
are mastered, tools installed up and configured, the team confident in what they are doing and the metrics 
start clearly showing advantages of DevOps, only then start expanding the practice to other teams and 
areas of the overall project.  
In outsourced environments, Dev and Ops teams can be third-party suppliers who might not be willing to 
change their internal processes and go DevOps way. In such cases, the identified pilot sub-project is 
probably a wrong candidate for automated delivery.  
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2. Align Dev and Ops teams 
Even in an outsourced environment, there are always individuals that are fully or partially dedicated to a 
project. Introduce and connect them, preferably put them in a same room. Communication via documents, 
emails and proxies (project managers) is not going to work. Hands-on individuals on both sides of Dev and 
Ops need to meet.   If possible bring someone onto the pilot who has been a member of a DevOps team 
before, to mentor the new team members. 
 

3. Identify and adapt current processes 
Once developers and operations are aligned, they need to start explaining internal processes to each other. 
Operations usually have many more controls and processes in place. It is important to fully understand 
manual steps that are needed to deploy a package to a production – how handoff works, what approvals 
are needed, what controls need to be in place, what documentation is required, what instructions are used 
by operations to deploy the package. The goal is to be able to automate all these manual processes.  
 Main question to be asked is: “how can we script these processes?” Manual approval gates can still remain, 
but they need to be able to convert to a workflow process that can be implemented in a tool.  

 
4. Create a dedicated DevOps team 

As mentioned earlier, DevOps requires special skills. Usually neither developers (Java, .NET etc.) nor 
operations have these skills. Big companies that are mature in using DevOps have only 2 or 3 dedicated 
members of DevOps teams. These persons need to be familiar with at least one of the tools for each of 
DevOps stages, as listed in Available Tooling section.  

 
5. Setup DevOps environment 

Once the dedicated DevOps team is in place, they need to decide on tools that will be used in setting up the 
full DevOps chain. There is a high dependency here on the capabilities of the cloud service model the 
organization may (or may not be using), which will dictate the level of tooling and knowledge required by 
the DevOps team.  They need to create a dedicated DevOps environment to install and test the automation 
process.  

 
6. Start writing tests 

This should cover two teams – DevOps and business analysts. Developers should write unit tests to verify 
that their code is working. Business analysts should start writing acceptance tests to verify that requested 
business functionality is achieved. Start with a small group of tests, no point trying to achieve 100% test 
coverage right away. Having written tests helps Continuous Integration Server to invoke them and 
immediately report back to developers if their committed code is valid or not. Business analysts should start 
using tools like Cucumber or Twist that let them generate documentation from these tests. This way, 
business analysts don’t need to write documentation and tests separately. They should focus on writing 
acceptance tests only.  

7. Introduce code reviews 
Many organizations have change review boards but not many have peer code reviews. Research shows that 
teams doing peer code reviews commit less broken builds that the ones that don’t do it.   

8. Release smaller changes 
Bigger releases have more bugs, and they can be harder to sort out, as there’s so much more to check. 
Smaller releases enable failing faster and recovering faster. Mean time between failures (MTBF) is reduced 
and mean time to recover (MTTR) is reduced.  

9. Monitor everything 
What is not measured cannot be improved. Collect and analyze data on production and test environments. 
DevOps team need to know how long a step takes to start, how long it takes to complete, and how many 
resources it takes. The process must be continuously monitored and measured over time, to see if the 
processes are improving or not.  
 

10. Set KPIs 
Key Performance Indicators should be established to see if the DevOps is working as expected or not. Some 
of the usual metrics would be: deployment frequency, speed of deployment, deployment success rate, how 
quickly service can be restored after a failed deployment and cultural impact. 

 

This is not a one-off process. It is a continuously improving process. Based on a feedback from each step, previous 
steps are adapted and improved.   
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Brownfield 
 
Brownfield initiatives are the one where new development is starting but has tight integration with existing systems. 
Deploying such project to a production requires extensive regression testing that includes interfacing with 
surrounding systems and surrounding (possibly non DevOps) teams. However, it is still possible to follow all the 
DevOps steps like in Greenfield projects. A bit more effort is needed to mock interfaces to the surrounding systems 
but there is no reason why these projects couldn’t have automated delivery all the way to the Production 
environment. The only difference is that some careful planning is needed to test dependencies to the other systems 
and synchronize production release with releases of those systems as well. 
 
The flip side of the agile coin is automation.  In Brownfield, and legacy, initiatives automation will help the two speed 
IT model run smoothly and support continuous delivery.  It may not be possible for certain, particularly monolithic, 
systems to support DevOps, however certain aspects could be automated resulting in a smoother delivery integration 
between the two systems.  Many product vendors in this area are moving to rapidly support automation. The DevOps 
team and wider teams should engage their enterprise architecture to identify what should be automated and what 
should be manual. 
 
 
Legacy 
 
Most initiatives are not Greenfield not Brownfield, but still there might be a need to implement DevOps for an 
established system. The difficulty of upgrading delivery process depends on its current maturity. Legacy projects 
usually don’t have development teams anymore but just some support personnel that are keeping the lights up.  
 
The key is to assess the biggest inefficiencies in the process, focus on improving it, and repeat. For example:  

 If deployments are a nightmare, focus should be on Deployment stage of DevOps to improve the release 
scripts.   

 If an established system needs to scale up or out, focus should be on automated server provisioning and 
configuration. 

 If there are frequent regression bugs or a test team spends ages  on manual testing, the focus should be on 
improving automated testing.  

 Automate any step of the process that is complex, known to only one or two people, and  is hard for new 
employees to learn if the critical employees suddenly leave or become unavailable.   

 
Consider using a StranglerApplication pattern. This pattern suggests creating a layer above that legacy application 
that starts replacing one by one functionality of the legacy backend. Both StranglerApplication and the legacy 
application continue to live side by side, until the moment when the StranglerApplication has taken over all the 
functions of the underlying system. The implementation of a StranglerApplication pattern is an ideal opportunity for a 
brownfield or legacy team to adopt DevOps and become part of the positive behavior and culture change. 

 
 

6.1 Gartner’s Pace Layering 
 
At this point it is worth mentioning another system classification that is called Pace Layering, created by Gartner.  
In Pace Layering approach, systems are classified as: 
 

 Systems of Innovation — New applications that are built on an ad hoc basis to address new business 
requirements or opportunities. These are typically short life cycle projects (zero to 12 months) using 
departmental or outside resources and consumer-grade technologies. 
 

 Systems of Differentiation — Applications that enable unique processes or industry-specific capabilities. 
They have a medium life cycle (one to three years), but need to be reconfigured frequently to 
accommodate changing business practices or customer requirements. 

 

 Systems of Record — Established packaged applications or legacy homegrown systems that support core 
transaction processing and manage the organization's critical master data. The rate of change is low, 
because the processes are well-established and common to most organizations, and often are subject to 
regulatory requirements 
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In this type of classification, systems that belong 
to Systems of Innovation and Differentiation are 
prime candidates for introducing DevOps since 
the number of changes is higher and level of 
governance is generally lower. Similar steps apply 
here as for Greenfield and Brownfield projects.  
 
Systems of Record might not be legacy systems 
but the frequency of changes is very low and 
usually governance processes around are high. 
That means introducing DevOps in this scenario 
makes little sense and wouldn’t bring many 
benefits. It is better to stay with traditional ITIL 
processes when dealing with these kinds of 
systems. 
 

6.2 Organisational Structure 
 
In an ideal world, organisations would have on-site development and operations teams sitting on the same floor. 
Communication and cultural barriers would be minimal. However, most of organisations don’t work this way. The 
reality is that most organisations have fully or partially outsourced both development and operations services. 
Organizations cannot have all the IT skills they need in house. They will need to bring expertise in from external 
vendors. DevOps require collaboration, agility and responsiveness to feedback. With these goals in mind, contracts 
with external vendors need to be written.  
 
Scenario 1 – In-House Development and Operations 
 
This is an ideal scenario for introducing DevOps. Except for management buy-in, there shouldn’t be any other obstacle 
in adopting automated delivery strategy. Steps listed in Greenfield projects section should be applied.  
 
Scenario 2 – In-House Development with Outsourced Operations 
 
This is the scenario where an enterprise decides to outsource operational part of the application delivery to another 
provider. This decision to outsource may be done due to cost reasons or due to the simple fact that the organization 
believes that it does not need to have that capability in house. The common example would be an enterprise hiring 
another company to run its data centers. The enterprise still owns the portfolio management, planning, release 
management and governance of the application being delivered.  
 
Introducing DevOps in this scenario is still possible, but requires a bit more coordination. If the external vendor is a 
true partner, this can be achieved. The buy in from senior IT stakeholders, who would be holding the supplier 
accountable for operations, is mandatory for this approach to succeed. 
 
If the external vendor is not willing to change their internal processes and still requires applications to be packaged 
and shipped with extensive set of manual instructions, without a close collaboration with the development team, 
then there is no room for introducing DevOps.  
 
Scenario 3 – Outsourced Development with In-House Operations 
 
In this scenario, an organization is hiring an external vendor to build and deliver applications. This scenario is similar 
to scenario 2. When an entire application is outsourced, the delivery pipeline up to the Deployment stage is 
outsourced. The DevOps part remains limited to ensuring that the application can access the back-end systems it 
needs to, hopefully thru well defined and managed APIs. Again, like in scenario 2, a close coordination and planning 
with external application vendor needs to be established in order to achieve the full DevOps chain.  
 
Scenario 4 – Both Development and Operations Outsourced 
 
Possibly the most common in large enterprises. Multiple providers developing and/or testing individual components 
lead to a many coordination and collaboration needs. Contracts get in the way. If two providers cannot communicate 
directly with each other and have to always go thru the enterprise contacts, there is a problem. If every time a change 
needs to be made based on a feedback, as required for DevOps adoption, the vendor pulls out their contract and/or 
charges a change fee, not much can be done. 
 
The best practice in this case is creating a central enterprise-wide ‘DevOps Center of Excellence’ and developing 
internal DevOps evangelists whose job is to obtain the required buy-in from all parties. 
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7 DevOps and Microservices 
 
As described in section 5.1 the PaaS, DevOps relationship is the correct level of abstraction to support a microservice 
architecture. Applications that are organized as a set of microservices must use DevOps and automated delivery to be 
successful. This is the only reason why microservices are being mentioned in this document. For more information, 
see books/articles listed in the Appendix - References.  
 
 
Monolithic applications 
 
Monolithic applications are developed and deployed as a single unit (in Java world those would be .JAR, .WAR or .EAR 
files). These monolithic applications are divided into layers: presentation layer, business layer and data access layer.  
Monolithic applications lack design driven context, with every new feature that is added, the communication and 
dependency between layers becomes more complex.  There is a lack of design on clear boundaries; it turns into a 
spaghetti code where each module is calling another one.  API changes and their dependencies are not known, 
developers start having more difficult times maintaining such applications. Initial architectural design often does not 
pass the test of time. In many cases, the number of layers’ increases. That results in situations where one might need 
to develop a simple feature that under different circumstances would require only a few lines of code but, due to the 
architecture that got created over time, hundreds or even thousands of lines are needed.  
 
There is a massive impact on testing and therefore quality.  The ability to run unit code testing and integration testing. 
Regression testing can take weeks if not months.  Frequently testing is ineffective.   Scaling monoliths often mean 
scaling the entire application. If only one module is a bottleneck and needs more resources, everything must be 
duplicated on a new server.  
 
Service-oriented architecture (SOA) was created as a way to solve problems created by tightly coupled monolithic 
applications. SOA was a big hit initially but ended up adding another monolith to the landscape, known as Enterprise 
Service Bus (ESB).  
 
 
Microservices 
 
Microservices is an approach to architect and develop a single application composed of small services, which do one 
thing and one thing only. The key to understanding microservices is their independence. Each is developed, tested 
and deployed separately from each other. Each service runs as a separate process. The only relationship between 
different microservices is data exchange accomplished through APIs they are exposing.  
 
Microservices are simpler, developers get more productive and systems can be scaled quickly. Key characteristics of 
microservices are:  

 They do one thing or are responsible for one functionality only 

 Each microservice can be built by any set of tools or languages as they are independent of one another   

 They are truly loosely coupled since each microservice is physically separated from others 

 Easier testing and continuous delivery or deployment 
 
One of the problems with microservices is the decision when to use them. In the beginning, while the application is 
still small, problems that microservices are trying to solve do not exist. However, once the application grows and the 
case for microservices can be made, the cost of switching to a different architecture style might be too big. Knowing 
that, experienced teams tend to use microservices from the very beginning. Often monolithic applications start 
evolving towards microservices gradually. New modules are developed as microservices and integrated with the rest 
of the system.  
 
It might seem that microservices are a better option than monoliths. They provide easier scaling, deployment, 
rollback, fault isolation and enable innovation. But they shouldn’t be taken that easily. Like with any distributed 
programming, working with microservices is far from easy. Microservices have their set of disadvantages such as: 
 

 Operational and Deployment Complexity – DevOps approach must be fully implemented in order to control 
independent deployments of microservices. An additional set of tools needs to be employed in order to 
provide orchestration and discoverability of microservices.  
 

 Remote Calls – microservices live in separate processes (or separate containers such as Docker) and they 
communicate between each other via binary (e.g. Protocol Buffer or Thrift) or textual protocols (REST via 
HTTP). 
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Organizations willing to adopt microservices need to invest primarily in education. DevOps teams need to learn new 
skills, master new tools and get awareness of pitfalls that come with distributed systems. 
 

There are only two hard problems in distributed systems: 
2. Exactly-once delivery 
1. Guaranteed order of messages 
2. Exactly-once delivery 

    - Mathias Verraes 
 
 
Microservices Logical Architecture 
 
Like with any architecture style, microservices can be taken to the extreme and quickly become extremely complex. 
Microservices bring some new concepts that monolithic applications didn’t need to think about – such as API 
Gateways, Service Registries, complete asynchronous communication between them via Message Queues, data 
extraction via Data Pumps and so on. The References section provides a comprehensive list of Microservice reading 
material.  
 
The following diagram shows many different clients that are interacting with backend services. This communication 
usually goes via HTTP (REST) but other protocols (binary) could be used as well. API Gateway is an orchestration point 
where results of several microservice calls are combined. The diagram shows how different clients might need 
different API Gateways, as they require responses to be generated in different ways. E.g. self-driving car probably 
doesn’t need an HTML response, but mobile applications would need it.  
 

 
 
 
 
 
 
  
 
 
 
 
 
 
 
 
 
 
 
 

diagram 7.1 
 
 
Since microservices can be deployed and scaled independently, there needs to be a Service Registry where the 
locations (IP end-points) are registered. An API Gateway uses the Service Registry to find the exact location of 
microservices before calling them. There are two ways to register a service: automatic discovery and self-registration. 
This example uses self-registration where each Microservice reports its location via Registrar module.  
 
Microservices need to be loosely coupled so the communication between them should be restricted to asynchronous 
messaging. A Message Queue is used in this case. There are also cases when microservices need to communicate 
synchronously, usually for performance reasons. In that case, textual (REST via HTTP) or binary (Thrift, Protocol 
Buffer) protocols are used. But it comes with additional complexity such as making sure that the inter-service 
communication is fault tolerant. If one service is unavailable, the others should not hang indefinitely. Techniques and 
tools such as Circuit Breaker are used in these cases.  
 
What happens within a microservice could be seen as an old monolithic three-layered application.  It has presentation 
logic, business layer and a database. However, the size of such a Microservice application is way smaller than the 
usual monolith.  
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Another important aspect is that microservices shouldn’t share databases. Each should have own instance. Data 
exchange happens via inter-service communication (message queues). This concept introduces one issue – data 
analysis across all microservices. To get the comprehensive view of customers for example, data from many 
microservices’ internal databases need to be consolidated. The same applies for logs. To get the overall picture of the 
whole application, logs from each individual microservice need to be collected. The Data Pump pattern is used for 
these purposes. Data Pump can be just a simple streaming process that constantly extracts data from internal 
databases and publishes them to some analytical tools.  
 
 
Microservices Physical Architecture 
 
One example of a physical implementation of microservices can be seen on the following diagram. The tools shown 
are currently widely used, but there are many more tools for each area. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

diagram 7.2 

 
 

7.1 Microservices in Enterprises 
 
Microservices is an architectural style for creating distributed systems. To be properly used, microservices 
architecture requires an organisation to be sufficiently mature in the software development process. That means 
organisations first need to fully adopt DevOps. There needs to be enough developers so that teams can be structured 
in a way that one team works on one or more microservices. Teams need to master API creation best practices as 
they act as contracts between microservices. Additional skills are needed to understand how microservices are 
packaged, deployed and orchestrated.  
 
With In-House Development and Operations, described in Section 6.2 Scenario 1,  the organization is well structured 
to adopt DevOps to support the delivery of microservices architectures. Other scenarios (described in section 6.2) 
introduce additional burdens in applying DevOps and therefore also in trying to implement new software systems 
with microservices.  
 
Monolithic applications often mirror an enterprises’ internal structure. Enterprises usually have separate teams that 
take care of front-ends (web designers, JS/CSS/HTML developers), application teams (server side business logic 
developed in Java/.NET/etc.), integration teams managing connectors to Enterprise Service Buses and database 
administration teams.  
 
Enterprises wanting to adopt microservices need to break these internal separations of duties and reshuffle the 
teams. In the microservices setup, each individual microservice “owns” the full stack team. In cases when a 
microservice has UI + application logic + ESB + database, the team managing that microservice has collective 
knowledge of all the layers inside. This would be an unusually large microservice but it is used just for explanatory 
purposes. Some other microservices might not have UI part at all, or no database at all etc. 
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The following diagram shows the change that needs to happen in an organisation structure in order to move from the 
monolithic setup (on the left) to the microservice setup (on the right). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

diagram 7.4 
 
 
 
If an enterprise has a structure as Scenario 1 describes in the previous chapter (In-House Development and 
Operations) then there is a chance for them to adopt DevOps as the first prerequisite to successful microservices 
architectures. Other scenarios introduce additional burdens in applying DevOps and therefore trying to implement 
new software systems with microservices would pose a significant challenge.  
 
In general, microservices shouldn’t be taken easily on board. Conway’s Law states “Organizations which design 
systems are constrained to produce designs which are copies of the communication structures of these organizations”. 
Enterprises should be very conscious of where they adopt microservices. 
 
In most of the cases, monolithic applications are just enough. This is especially true for large enterprises where the 
focus is more on internally facing systems (Systems of Record and Systems of Differentiation) than it is on externally 
facing systems (Systems of Innovation). For internal systems that are used by less than 1000 employees, the benefits 
that distributed architectures bring cannot justify increased operational costs of running such systems.  
 
Instead of big-bang approach where a new system is being developed for 3 years and then over-night switch is 
made, a more appropriate approach would be to replace one by one functionality of the legacy system by using 
microservices. That way, teams can start slowly adopting DevOps and microservices-based architecture while not 
interrupting majority of legacy functions.  
 
Frameworks that enable this kind of transition are already showing up in the microservices community – an example 
is Lagom by Lightbend. 
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8 Appendix A - Available Tooling 

DevOps Stage Category Tools 

Project Management Requirements Management 
Change Management 
Release Plan 

BluePrint 
Jira 
Mingle 
Jama 
Agile Manager 
Accompa 
DoorsNG 

Issue Tracker HP QC 
Jira 
ServiceNow 
Redmine 
Targetprocess 
TFS 
TeamWork 
Zoho 
Planio 
FreshDesk 
Vision HelpDesk 

Knowledge Base ZenDesk 
eXo 
Starmind 
Dezide 
AnswerHub 

Collaboration Confluence 
Slack 
Mingle 
Trello 
PivotalTracker 
HipChat 
FlowDock 
SharePoint 
Connections 

Development Source Code Management 
Configuration Management 
Environment Management 
Data Management 
Documentation Management 

Git  
GitHub 
BitBucket 
Helix 
Mercurial 
CodeCommit 
Team Foundation Server (TFS) 
Subversion (SVN) 
Rational Team Concert (RTC) 

Integration 
 
 
 

Automated Build Bamboo 
Jenkins 
UrbanCode Build 
TeamCity 
CodePipelineTravis 
CircleCI 
ElectricFlow 
SnapCI  
BuildMaster 
Hudson  
Pulse 
Codeship 
Continuum 
CruiseControl 
Grunt 
Gulp 
Rake 
Supporting tools:  

 Code Build  Code Review & Analysis 

Ant/NAnt Gerrit 

Gradle Crucible 

Buildr Structure101 

Make/CMake/NMake PMD 

MSBuild FindBugs / CheckStyle 

Maven SonarQube 

Ivy Clover 

sbt JDepend 
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https://www.atlassian.com/software/jira
https://www.thoughtworks.com/mingle/
http://www.jamasoftware.com/
http://www8.hp.com/us/en/software-solutions/agile-project-management-software-development/
http://web.accompa.com/
http://www-03.ibm.com/software/products/en/ratidoor
http://www8.hp.com/us/en/software-solutions/quality-center-quality-management/
https://www.atlassian.com/software/jira
http://www.servicenow.com/
http://www.redmine.org/
https://www.targetprocess.com/
https://www.visualstudio.com/en-us/products/tfs-overview-vs.aspx
https://www.teamwork.com/
https://www.zoho.com/bugtracker/
https://plan.io/sem/en/issue-tracking/?utm_source=Capterra&utm_medium=cpc&utm_term=IssueTracking&utm_campaign=IssueTracking&utm_content=MainButton
https://freshdesk.com/
https://www.visionhelpdesk.com/
https://www.zendesk.com/help-center/knowledge-base-software/
https://www.exoplatform.com/lp/knowledge-management?utm_campaign=capterra-knowledge&utm_medium=referral&utm_source=capterra&utm_content=eXo
http://www.starmind.com/
http://landing.dezide.com/knowledgemgmt/
http://landing.dzonesoftware.com/answerhub-capterra
https://www.atlassian.com/software/confluence
https://slack.com/
https://www.thoughtworks.com/mingle/
https://trello.com/
http://www.pivotaltracker.com/
https://www.hipchat.com/
https://www.flowdock.com/
https://products.office.com/en-us/sharepoint/collaboration
http://www-03.ibm.com/software/products/en/conn
https://git-scm.com/
https://github.com/
https://bitbucket.org/
http://www.perforce.com/helix
https://www.mercurial-scm.org/
https://aws.amazon.com/codecommit/
https://www.visualstudio.com/en-us/products/tfs-overview-vs.aspx
http://subversion.apache.org/
http://www-03.ibm.com/software/products/en/rtc
https://www.atlassian.com/software/bamboo
https://jenkins.io/
https://developer.ibm.com/urbancode/products/urbancode-build/
https://www.jetbrains.com/teamcity/
http://aws.amazon.com/codepipeline/
http://aws.amazon.com/codepipeline/
https://circleci.com/
http://electric-cloud.com/products/electricflow/
https://snap-ci.com/
http://inedo.com/buildmaster
http://hudson-ci.org/
http://zutubi.com/
https://codeship.com/
http://continuum.apache.org/
http://cruisecontrol.sourceforge.net/
http://gruntjs.com/
http://gulpjs.com/
https://xebialabs.com/technology/rake/
http://ant.apache.org/
http://nant.sourceforge.net/
https://www.gerritcodereview.com/
http://gradle.org/
https://www.atlassian.com/software/crucible
https://buildr.apache.org/index.html
http://structure101.com/
https://www.gnu.org/software/make/
https://cmake.org/
https://msdn.microsoft.com/en-us/library/dd9y37ha.aspx
https://pmd.github.io/
https://msdn.microsoft.com/en-us/library/0k6kkbsd.aspx
http://findbugs.sourceforge.net/
http://checkstyle.sourceforge.net/
https://maven.apache.org/
http://www.sonarqube.org/
http://ant.apache.org/ivy/
https://www.atlassian.com/software/clover
http://www.scala-sbt.org/
http://clarkware.com/software/JDepend.html
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DevOps Stage Category Tools 

 Automated Testing Gauge  
AntUnit 
Cucumber 
DbUnit 
Gatling 
Easyb 
Fitnesse 
JMeter  
Soasta 
Apica 
JUnit 
SoapUI 
Selenium 
SauceLabs 
Appium  
MultiMechanize 

Artifacts Repository Nexus 
Artifactory 
Bundler  
Ivy 
Archiva 

Deployment Release Management Chef  
GoCD 
OpsWorks 
Atlas 
RapidDeploy  
UrbanCode Release  
Ansible 
Puppet 
CfEngine  
Capistrano 

Infrastructure Provisioning and 
Container Management 

Terraform 
CloudFormation 
CodeDeploy 
AmazonECS 
Vagrant 
SaltStack 
UrbanCode Deploy 
Docker Swarm 
ElasticBox 
Kubernetes 
Mesos 

Monitoring Infrastructure Monitoring Logstash 
Nagios 
PagerDuty 
Splunk  
CloudWatch 
Zabbix 
Icinga 
Graphite 
Sensu 
Ganglia 
Boundary 

Application Monitoring AppDynamics 
Logentries  
Loggly 
New Relic 
SumoLogic 

Notifications OpsGenie  
AmazonSNS 
VictorOps  
Slack 
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https://ant.apache.org/antlibs/antunit/
https://cucumber.io/
http://dbunit.sourceforge.net/intro.html
http://gatling.io/#/
http://easyb.org/
http://www.fitnesse.org/
http://jmeter.apache.org/
https://www.soasta.com/
https://www.apicasystem.com/load-testing/
http://junit.org/junit4/
https://www.soapui.org/getting-started/functional-testing.html
http://www.seleniumhq.org/
https://saucelabs.com/
http://appium.io/
https://multi-mechanize.readthedocs.io/en/latest/
http://www.sonatype.com/nexus-repository-sonatype
https://www.jfrog.com/open-source/
http://bundler.io/git.html
http://ant.apache.org/ivy/history/latest-milestone/tutorial/build-repository.html
https://archiva.apache.org/index.cgi
https://www.chef.io/chef/
https://www.thoughtworks.com/go/
https://aws.amazon.com/opsworks/
https://www.hashicorp.com/atlas.html
http://www.midvision.com/product/rapiddeploy
https://developer.ibm.com/urbancode/products/urbancode-release/
https://www.ansible.com/
https://puppet.com/
https://cfengine.com/
http://capistranorb.com/
https://www.terraform.io/
https://aws.amazon.com/cloudformation/
http://docs.aws.amazon.com/codedeploy/latest/userguide/welcome.html
http://docs.aws.amazon.com/AmazonECS/latest/developerguide/Welcome.html
https://www.vagrantup.com/
http://saltstack.com/
https://developer.ibm.com/urbancode/products/urbancode-deploy/
https://www.docker.com/products/docker-swarm
https://elasticbox.com/
http://kubernetes.io/
http://mesos.apache.org/
https://www.elastic.co/products/logstash
https://www.nagios.org/
https://www.pagerduty.com/
http://www.splunk.com/
https://aws.amazon.com/cloudwatch/
http://www.zabbix.com/
https://www.icinga.org/
http://graphite.wikidot.com/
https://sensuapp.org/
http://ganglia.info/
http://www.bmc.com/truesightpulse
https://www.appdynamics.com/
https://logentries.com/
https://www.loggly.com/
http://newrelic.com/
https://www.sumologic.com/
https://www.opsgenie.com/
https://aws.amazon.com/sns/
https://victorops.com/
https://slack.com/
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9 Appendix B – Roadmap to DevOps Infographics 
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10 Appendix C – References 
 
The material presented in this document is a combination of the authors’ experience in working with 
DevOps and different resources that are describing specific topics in a much greater depth than presented 
here.  
 
Here is a list of suggested further reading on DevOps topics. 
 
Books: 

 “Continuous Delivery” by Jez Humbe and David Farley  

 “The Phoenix Project” by Gene Kim and George Spafford 

 “Amazon Web Services in Action” by Andreas Wittig and Michael Wittig 

 “Release It!” by Michael T. Nygard 

 “DevOps 2.0” by Viktor Farcic“Rework” by Jason Fried 

 “Zero to One” by Peter Thiel and Balke Masters 

 “Building Microservices” by Sam Newman 

 “Infrastructure as Code” by Kief Morris 

 “DevOps in Practice” by J. Paul Reed 

 “Reactive Microservices Architecture” by Jonas Boner 

 “Agile Software Architecture” by Martin Salias 

 “Ansible for AWS” by Yan Kurniawan 

 “Ansible for DevOps” by Jeff Geerling 

 “DevOps Automation” by Daniel Mayo 

 “Docker: Up and Running” 

 “WebAps with Docker” by Nick Janetakis 

 “Docker for Developers” by Chris Tankersley 

 “Microservices” by Eberhard Wolff 

 “Serverless” by Obie Fernandez 

 “Vagrant CookBook” by Erika Heidi 
 
Articles: 

 “DevOps Practitioner Considerations” by ISACA 

 “DevOps Overview” by ISACA 

 DZone RefCards “Continuous Delivery”, “Deployment Automation Patterns” 

 InfoQ Articles “Advanced DevOps Toolchain”, “Patterns of DevOps Culture” 

 “Continuos Delivery” by Puppet Labs 
 “DevOps Toolchain” by UpGuard 
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http://www.amazon.com/gp/product/0321601912
http://www.amazon.com/Phoenix-Project-DevOps-Helping-Business/dp/0988262509/ref=sr_1_1?s=books&ie=UTF8&qid=1461224327&sr=1-1&keywords=The+Phoenix+Project
http://www.amazon.com/Amazon-Services-Action-Andreas-Wittig/dp/1617292885/ref=sr_1_1?s=books&ie=UTF8&qid=1461224459&sr=1-1&keywords=amazon+web+services+in+action
http://www.amazon.com/Release-Production-Ready-Software-Pragmatic-Programmers/dp/0978739213/ref=sr_1_1?s=books&ie=UTF8&qid=1461224533&sr=1-1&keywords=release+it
https://leanpub.com/the-devops-2-toolkit
https://leanpub.com/the-devops-2-toolkit
http://www.amazon.com/Zero-One-Notes-Startups-Future/dp/0804139296/ref=sr_1_3?s=books&ie=UTF8&qid=1461224516&sr=1-3&keywords=rework
http://www.amazon.com/Building-Microservices-Sam-Newman/dp/1491950358/ref=sr_1_1?s=books&ie=UTF8&qid=1461224712&sr=1-1&keywords=building+microservices
https://info.thoughtworks.com/Infrastructure-as-Code-Kief-Morris.html
http://www.oreilly.com/webops-perf/free/devops-in-practice.csp
http://www.oreilly.com/programming/free/reactive-microservices-architecture.html
https://leanpub.com/agileArchitecture
https://leanpub.com/ansible-for-aws
https://leanpub.com/ansible-for-devops
https://leanpub.com/continuousdeliverydelivered
http://www.amazon.com/Docker-Up-Running-Karl-Matthias/dp/1491917571
https://leanpub.com/deploy-web-apps-with-docker
https://leanpub.com/dockerfordevs
https://leanpub.com/microservices-book
https://leanpub.com/serverless
https://leanpub.com/vagrantcookbook
http://www.isaca.org/knowledge-center/research/researchdeliverables/pages/devops-practitioner-considerations.aspx
http://www.isaca.org/knowledge-center/research/researchdeliverables/pages/devops-overview.aspx
https://dzone.com/guides/continuous-delivery-2
https://dzone.com/refcardz/deployment-automation-patterns
http://www.infoq.com/minibooks/emag-advanced-devops-toolchain
http://www.infoq.com/minibooks/emag-patterns-devops-culture
http://info.puppetlabs.com/download-free-continuous-delivery-ebook.html
https://www.upguard.com/ebooks/devops-toolchain
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